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Abstract

Many image processing problems require the enhancement of coherent flow-like structures. This can be accomplished in a natural way by
combining anisotropic diffusion filtering and texture analysis by means of the structure tensor (second-moment matrix, interest operator). In
this paper an extension of these ideas to vector-valued images is presented. A structure tensor for vector-valued images is constructed as the
mean of the structure tensors of each channel. This idea generalizes Di Zenzo’s gradient for colour images by introducing an additional
integration scale. The common structure tensor is used for steering the diffusion processes in each channel. The additional integration scale
turns out to be crucial for orientation smoothing and it leads to significantly improved filter results. After analysing the role of all filter
parameters, examples from different application areas are presented, and it is demonstrated that this type of diffusion filtering is highly robust
under additive Gaussian noise.q 1999 Elsevier Science B.V. All rights reserved.
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1. Introduction

Flow-like structures appear in many image processing
problems, for instance the automatic assessment of wood
surfaces or fabrics, fingerprint analysis, or scientific image
processing in oceanography [1]. Most humans consider
flow-like structures as pleasant, harmonic, or at least inter-
esting. Thus, it is not surprising that also artists like van
Gogh or Munch have emphasized these features in their
paintings.

Some images containing flow-like patterns are of poor
quality, such that it becomes necessary to enhance them
by closing interrupted lines1. Moreover, in many ‘natural’
images, colour plays an important role and it would be
desirable to make use of this additional information.
Vector-valued image processing material with coherent
structures, however, can also arise in meteorology and
oceanography, if information is collected at different
channels corresponding to different wavelengths.

In the present paper we shall address the problem of
enhancing such flow-like structures in vector-valued
images. To this end, we first have toanalyse their

coherence. This is done by generalizing a well-established
tool from texture analysis, the structure tensor (second-
moment matrix, interest operator) to vector-valued images.
Its eigenvectors and eigenvalues provide us with all required
information. This coherence descriptor enables us to con-
struct a diffusion tensor which steers the diffusion process in
each channel in such a way that diffusion is encouraged
along the preferred structure orientation.

The paper is organized as follows. Section 2 gives a
review of the structure tensor concept and it presents its
generalization to vector-valued images. Then we discuss
in Section 3 how this information is used for designing an
appropriate diffusion process. Its parameters are analysed in
Section 4, and its properties are illustrated by several
examples in Section 5. We conclude with a summary in
Section 6.

1.1. Related work

The work presented here makes a synthesis of two earlier
ideas of the author: Using a common structure tensor for
diffusing vector-valued images was proposed in [2], while
scalar-valued coherence-enhancing anisotropic diffusion
goes back to [3]. Its distinctive feature is the combination
of colour texture processing based on structure tensor
analysis with a nonvanishing integration scale.

This concept also generalizes work of Whitaker and
Gerig [4] for isotropic diffusion of vector-valued images
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with a common scalar diffusivity to the anisotropic case
with a common diffusion tensor. Recently, different techni-
ques which are based on partial differential equations
(PDEs) have been applied to colour images [5–10].
Among them, the ones by Chambolle [6] and Sapiro and
Ringach [9] reveal the most structural similarities to our
approach. However, their goal is edge-preserving smooth-
ing, while the method presented here achieves coherence-
enhancement by looking at an additional, much larger scale:
the integration scale. We shall see that this is a very essential
model feature which guarantees stable orientation estimates.
This additional integration scale is also the main difference
to the anisotropic diffusion approach of Cottet and Germain
[11] for scalar images.

Related anisotropic techniques which convolve with a
Gaussian, whose shape is adapted to a second moment
matrix, have been pioneered by Nitzberg and Shiota [12],
and further pursued by Lindeberg and Ga˚rding [13] and
Yang et al. [14]. Unlike our approach they do not utilize
the difference of the eigenvalues of the structure tensor as a
coherence measure, and they focus on scalar images. In
this sense they are more similar to the methods presented
in [15], but they are not equivalent to a diffusion process in

divergence form, which is capable of preserving the average
grey value.

PDE methods for texture smoothing or enhancement
often create a feature vector image by means of Gabor tech-
niques, apply a nonlinear vector-valued diffusion to this
feature image, and assemble the filtered texture from the
processed features. Techniques in this spirit have been pro-
posed by Whitaker and Gerig [4], Rubner and Tomasi [16],
and Kimmel et al. [7]. Although these methods make use of
generalized gradients for vector-valued images in the sense
of Kreyzsig [18] and Di Zenzo [19], they do not take into
account the integration scale. Recently, a PDE-based smooth-
ing method which utilizes Gabor filters and which works
directly on the image (instead of the feature vector image)
has been studied by Carmona and Zhong [17]. Most of the
preceding texture processing methods were designed for
grey-scale images, and techniques such as [7,16,17] do not
necessarily lead to diffusion processes in divergence form.

Since our method works on colour textures and may serve
to create visually more pleasant structures with increased
coherence, it is not surprising that it gives perceptually
similar results as the line integral convolution method by
Cabral and Leedom [20], which has become a popular tool

Fig. 1. Local orientation in a fingerprint image. (a) Top left: Original fingerprint,Q ¼ (0,256)2. (b) Top right: Orientation of smoothed gradient,j ¼ 0.5. (c)
Bottom left: Orientation of smoothed gradient,j ¼ 5. (d) Bottom right: Structure tensor orientation,j ¼ 0.5,r ¼ 4. Adapted from [3].
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in computer graphics. A preliminary version of the present
paper can be found in a proceedings volume [21].

2. Analysing coherent structures

For analysing coherent flow-like structures, we first
focus on scalar images. Consider a rectangular image
domain Q: ¼ (0,a1) 3 (0,a2), and let an imageu(x) be
represented by a bounded mappingu:Q → R.

A very simple structure descriptor is given by=uj, the
gradient of a Gaussian-smoothed version ofu:

Kj(x) : ¼
1

2pj2· exp ¹
lxl2

2j2

 !
(1)

uj(x, t) : ¼ (Kj ¬ u(:, t))(x) (j . 0) (2)

The standard deviationj denotes thenoise scale,since it
makes the edge detector ignorant of details smaller than
O(j). Although =uj is useful for detecting edges, it is
unsuited for finding parallel structures, as we can see from
Fig. 1. The left image shows an original fingerprint.
Fig. 1(b,c) depicts the gradient orientation using colours:
vertical gradients are depicted in red, horizontal ones in
green, etc. We observe that for smallj, high fluctuations
remain, while largerj lead to entirely useless results. This is
due to the fact that for largerj neighbouring gradients with
the same orientation, but opposite sign cancel each other.
Gradient smoothing averages directions instead of orien-
tations2. To make the structure descriptor invariant under
sign changes, we may replace=uj, by its tensor product

J0(=uj) : ¼ =uj=uT
j (3)

This matrix is symmetric and positive semidefinite, and its
eigenvectors are parallel and orthogonal to=uj, respec-
tively. The corresponding eigenvaluesl=ujl

2 and 0 describe
the contrast in the eigendirections. Now that we have
replaced directions by orientations, we can average the
orientations by applying a componentwise convolution
with a GaussianKr:

Jr(=uj) : ¼ Kr ¬ (=uj=uT
j ) (r $ 0) (4)

This matrix is namedstructure tensor, interest operatoror
second-moment matrix. It is useful for many different tasks,
for instance for analysing flow-like textures [22], corners
andT-junctions [12,23,24], shape cues [25] and spatiotem-
poral image sequences [1]. Equivalent approaches may also
be found in [26,27]. A book by Ja¨hne [1] gives a nice over-
view of these methods and clarifies their equivalence.

It is not hard to verify that the symmetric matrix

Jr ¼
j11 j12

j12 j22

 !

is positive semidefinite. Its eigenvalues can be calculated as

m1,2 ¼
1
2

trace(Jr) 6
����������������������������������������
trace2(Jr) ¹ 4det(Jr)

q� �
(5)

where trace(Jr) ¼ j 11 þ j 22, det(Jr) ¼ j 11j 22 ¹ j 2
12, andm1 $

m2. The corresponding orthonormal set of eigenvectors
{ w1,w2} is given by w1 ¼ (cosf, sinf)T, wheref satisfies

tan(2f) ¼
2j12

j11 ¹ j22
(6)

The eigenvalues integrate the variation of the grey values
within a neighbourhood of sizeO(r). They describe the
average contrast in the eigendirections. Thus, theinte-
gration scaler should reflect the characteristic size of the
texture. Usually, it is large in comparison to the noise scale
j. The eigenvectorw2 corresponds to the smaller eigenvalue
m2. It is the orientation with the lowest fluctuations, the so-
calledcoherence orientation.

Fig. 1(d) depicts this direction. We observe that it is
exactly the desired average orientation. It should also be
noted how well the singularities correspond to the singu-
larities in the original fingerprint image.

Not only the eigenvectors, but also the eigenvalues pro-
vide useful information. Constant areas are characterized by
m1 ¼ m2 ¼ 0, straight edges givem1 q m2 ¼ 0, and corners
yield m1 $ m2 q 0. The expression

k : ¼ (m1 ¹ m2)2 ¼ (j11 ¹ j22)2 þ 4j212 (7)

becomes large for anisotropic structures. It measures the
coherencewithin a window of scaler, and its value can
range from 0 tò .

The reason why we prefer this coherence measure over
the popularnormalized coherence measure

k̃ : ¼
(m1 ¹ m2)2

(m1 þ m2)2 ¼
(j11 ¹ j22)2 þ 4j212

(j11 þ j22)2 (8)

which attains values between 0 and 1, is that the normalized
coherence measure is discontinuous form1 ¼ m2 ¼ 0. This
may lead to unreliable coherence estimates in flat image
regions. A simple example can illustrate the problem:
if m1 ¼ m2 ↓ 0, then k̃ → 0, while m2 ¼ 0 and m1 ↓ 0
lead to k̃ → 1. The latter limit also contradicts the
intuition that a homogeneous region should reveal no
anisotropy.

Now that we have analysed the structure tensor for scalar-
valued images, we can draw our attention to the vector-
valued case. We denote a vector-valued image by
~u : Q → Rmand its channels byu1, i ¼ 1,…,m. Di Zenzo
[19] proposed an edge detector for vector images by con-
sidering the eigenvalues and eigenvectors of

∑m
i ¼ 1

=ui(=ui)T (9)

If we extend his idea by introducing a noise and integration
scale, this comes down to averaging the structure tensors of

2 In our terminology, gradients with opposite sign share the same orienta-
tion, but point in opposite directions.
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each channel in a common structure tensor

Jr(=~uj) : ¼
∑m
i ¼ 1

wiJr(=ui,j) (10)

with
∑

wi ¼ 1 andwi . 0 for all i. An interpretation of this
structure tensor for vector-valued images in terms of eigen-
values and eigenvectors carries immediately over from the
scalar case.

In the absence of specific a priori knowledge or if one has
a colour model where all channels have a similar meaning,
range and reliability, one usually chooses equal weights:

wi ¼
1
m

i ¼ 1, …,m (11)

In those cases where measurements in some channels are
less reliable or more noisy, one may choose the weights as a
function of the noise variancej2

i such that [28]:

wi ¼
1=j2

i∑
m
j ¼ 11=j2

j

i ¼ 1, …,m (12)

If the noise variance turns out to be signal-dependent, these
weights can be adapted locally resulting in an inhomoge-
neous treatment of the pixels [28].

3. Coherence-enhancing anisotropic diffusion

Now that we have a tool foranalysingcoherence in vector
images, we can try toenhanceit.

This may be achieved by using anisotropic diffusion
filtering. In the scalar case the idea is as follows: One
obtains a processed versionu(x,t) of an imagef(x) with a
scale parametert $ 0 as the solution of a diffusion equation

]tu¼ div(D=u) (13)

with f as initial condition,

u(x,0) ¼ f (x) (14)

and reflecting boundary conditions:

〈D=u, ~n〉 ¼ 0 (15)

Hereby, ~n denotes the outer normal and〈.,.〉 the usual
Euclidean scalar product.

The diffusion tensorD is a positive definite 23 2 matrix,
which steers the diffusion process: its eigenvalues deter-
mine the diffusivities in the directions of the eigenvectors.
In the nonlinear case one adapts the diffusion tensor to the
evolving image, for instance to reduce undesired smoothing
across edges; see [29] and the references therein. The use of
a diffusion tensor allows a more flexible, orientation-
dependent filter design than early nonlinear diffusion filters
[30,31] which use only scalar-valued diffusivities.

The simplest idea to process vector images would be to
diffuse each channel separately. If the diffusion tensor
depends on the local image structure, however, this causes
a risk that a structure (e.g. an edge) evolves at different

locations for different channels. Thus, it is plausible to syn-
chronize the evolution by a common diffusion tensor for all
channels. In this case the vector-valued diffusion filter has
the following structure (i ¼ 1,…,m):

]tui ¼ div(D=ui) (16)

ui(x, 0) ¼ fi(x) (17)

〈D=ui , ~n〉 ¼ 0 (18)

SinceD should take into account information from all chan-
nels, a natural choice would be to make it a function of
Jr(=~uj), the structure tensor for vector images. What should
this function look like? For enhancing coherence in vector
images, we need a smoothing process which acts mainly
along the coherence directionw2 (with the notations from
Section 2) and the smoothing should increase with the
coherence(m1 ¹ m2)2. This may be achieved in the following
way:

We require thatD should possess the same eigenvectors
w1, w2 as the structure tensorJr(=~uj). The eigenvalues ofD
are chosen as

l1 : ¼ a (19)

l2 : ¼

a if m1 ¼ m2,

a þ (1¹ a) exp
¹ C

(m1 ¹m2)2

� �
else

8><>:
(20)

with C . 0 and a small parametera [ (0,1).
We observe thatl2 is an increasing function with respect

to the coherence (m1 ¹ m2)
2. Since the corresponding eigen-

vectorw2 describes the coherence direction, we have con-
structed a diffusion process acting preferably along coherent
structures.

The exponential function and the positive parametera

were introduced mainly for two theoretical reasons: First,
the exponential function guarantees that the smoothness of
the structure tensor carries over to the diffusion tensor, and
that l2 does not exceed 1. This bound is a typical scaling
convention in nonlinear diffusion filtering. Second, the
positivity of a guarantees that the process never stops:
Even if the structure becomes isotropic ((m1 ¹ m2)

2 → 0),
there remains some small linear diffusion with diffusivity
a . 0. Thus, the diffusion tensor is uniformly positive
definite.

Exploiting the smoothness and uniform positive definite-
ness properties, we may find a well-founded scale-space
interpretation in a similar way as for the scalar-valued
anisotropic diffusion filters from [2]. This scale-space repre-
sentation simplifies the vector image with respect to many
aspects: within each channel maxima decrease, minima
increase, allLp-norms (2# p # `) decrease, even central
moments are diminished, and the entropy increases. More-
over, the solution depends continuously on the original
image. Fort → `, all channels tend to a constant image.
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The average value within each channel remains unaltered
during the whole evolution. Existence and uniqueness
results for this initial boundary value problem can be
obtained in a similar way as in [31]. For a more detailed
treatment of the well-posedness and scale-space theory for
scalar-valued anisotropic diffusion filters in the continuous
and discrete setting, the reader is referred to [29].

4. Parameter selection

The preceding model contains several parameters which
have to be specified in practical situations. The goal of this
section is to clarify their meaning and to present empirical
guidelines for their selection.

We have already seen that the regularization parametera

was introduced to ensure a small amount of isotropic
diffusion and to limit the spectral condition number of the
diffusion tensor to 1/a. This parameter is mainly important
for theoretical reasons. In practice, it can be fixed to a small
value, and no adaptation to the actual image material is
required.

The parameterC is a threshold parameter. Structures with
coherence measures (m1 ¹ m2)

2
p C are regarded as almost

isotropic, and the diffusion along the coherence directionw2

tends toa. For (m1 ¹ m2)
2
q C, the diffusion along the

coherence directionw2 tends to its maximal value, which
is limited by 1. One possibility to determine a good practical
value for C is to calculate a cumulate histogram for
(m1 ¹ m2)

2 evaluated for the initial imagef, and to setC
to a certain quantile of this histogram. For instance, if one
estimates that 95% of the image locations have strongly
preferred one-dimensional structures, one may setC to the
95% quantile of the process.

Since the timet is an inherent parameter in each contin-
uous diffusion process, it has nothing to do with its discre-
tization. The common tradition in image analysis, however,
is to assign unit length to a pixel. In this case, a different
discretization has to be regarded as a rescaling of the image
domain. The scaling behaviour of diffusion processes
implies that a spatial rescaling which replacesx by bx, has
to replacet by b2t. This means for instance that a sub-
sampling in each image direction by a factor 2 results in a
four times faster image evolution. Moreover, typical finite
difference implementations reveal a computational effort
which is proportional to the pixel number. This gives
another speed-up by a factor 4, such that the whole calcu-
lation becomes 16 times faster.

There remains another question to be addressed: what is a
suitable stopping timet of the process?3 Let us first address
this question for scalar-valued images. In a classic linear
scale-space representation based on the diffusion process

] tu ¼ Du, the time t corresponds to a convolution with a
Gaussian of standard deviationj ¼

����
2t

p
. Thus, specifying a

spatial smoothing radiusj immediately determines the stop-
ping time t.

In the nonlinear diffusion case, the smoothing is nonuni-
form and the timet is not directly related to a spatial scale.
Other intuitive measures like counting the number of
extrema are also problematic for diffusion filters, since it
is well known that for linear and nonlinear diffusion filters
in dimensions $ 2, the number of local extrema does not
necessarily decrease in a monotone way: creation of
extrema is not an exception but an event which happens
generically [32].

However, it is possible to define average measures for the
globality of the representation which reveal monotone
behaviour. By identifying it as a Lyapunov functional of a
large class of scalar-valued nonlinear diffusion filters,
Weickert [2,29] has shown that the varianceh2(u(t)) is
monotonously decreasing. This reasoning immediately
carries over to vector-valued images, where one may define
the variance as a suitable convex combination of the
variances in each channel:

h2(~u(t)) : ¼
∑m
i ¼ 1

bih
2(~ui(t)) (21)

with S ib i ¼ 1 and b i . 0 for all i. We also know that
h2(~u(`)) ¼ 0, since every channel converges to a constant
image. Therefore, the relative variance

s~f (~u(t)) : ¼
h2(~u(t))
h2(~f )

(22)

decreases monotonically from 1 to 0. It gives the average
locality of ~u(t) and its value can be used to measure the
distance of~u(t) from the initial state~f and the final state
~u(`). Prescribing a certain value fors~f provides us with an a
posteriori criterion for the stopping time of the nonlinear
diffusion process. Moreover, this strategy frees the users
from any recalculations of the stopping time, if the image
is resampled. Practical applications to the restoration of
scalar valued medical images have demonstrated the useful-
ness and simplicity of this criterion [33,34].

The relative variance can also be used as a heuristic
guideline for restoring images with a known signal-to-
noise ratio (SNR). Let us illustrate this for a simple example
where a degraded image~g is a noisy variant of some original
image ~f . By defining the SNR as the ratio between the
variance of the original image and the noise variance, one
knows that

h2(~f )
h2(~g)

¼
1

1þ
1

SNR

(23)

An ideal diffusion filter which works optimally for a denois-
ing task would first eliminate the noise before significantly
affecting the signal. For such a filter, one should choose the

3 It should be observed that this question only appears when regarding the
diffusion process as arestoration method. Considering it as ascale-space
means that one is interested in the entire evolution.

205J. Weickert / Image and Vision Computing 17 (1999) 201–212



stopping timeT such that the relative variance satisfies

s~g(~u(T)) ¼
1

1þ
1

SNR

(24)

This stopping time is uniquely determined, as we know
that s~g(~u(t)) is monotone int. In practice, such a stopping

criterion may underestimate the optimal stopping time,
since even a well-adapted diffusion filter cannot completely
avoid influencing the signal to a certain amount while
eliminating the noise. Nevertheless, in Section 5 we shall
see that Eq. (24) can give results which are rather close to
the optimal value.

The local scalej and the integration scaler of the

Fig. 2. Coherence-enhancing diffusion of the mandrill test image with different integration scalesr. C was set to the 99% quantile. (a) Top left: Original,Q ¼

(0,512)2. (b) Top right: Filtered withj ¼ 1, r ¼ 0, t ¼ 40 (c) Middle left: Ditto withr ¼ 5. (d) Middle right:r ¼ 10. (e) Bottom left:r ¼ 15. (f) Bottom right:
r ¼ 20.
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structure tensor should be adapted to the noise and the texture
scale of the problem. In many cases it is not very difficult to
get parameter estimates which work well over the whole
image domain. In other situations, one may want to find
local estimates by applying scale selection strategies as pro-
posed by Lindeberg [25]. The next section will show an
example which illustrates the impact of the integration scale.

5. Examples

Coherence-enhancing anisotropic diffusion can be imple-
mented by means of standard finite-difference methods
from the numerical literature; see [35] for some implemen-
tational details as well as extensions to higher dimensions.
In the following test examples we used the RGB channels to

Fig. 3. Robustness of coherence-enhancing diffusion under noise (j ¼ 1, r ¼ 12,l was set to the 99% quantile). (a) Top left: Mandrill image with additive
Gaussian noise.hn ¼ 56.2, SNR¼ 1. (b) Top right: Optimal restoration of (a);t ¼ 6.4. (c) Middle left:jn ¼ 79.0, SNR¼ 0.5. (d) Middle right: Optimal
restoration of (c);t ¼ 16.5. (e) Bottom left:jn ¼ 112.4, SNR¼ 0.25. (f) Bottom right: Optimal restoration of (e);t ¼ 46.0.
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regard colour images as vector images. Since the variances
in all channels were comparable and no additional a priori
knowledge was available, equal weights were assigned to all
channels. The parametera was set to 0.001.

Fig. 2 shows the well-known mandrill test image and its
processed version for different integration scalesr. The case
r ¼ 0 is depicted in Fig. 2(b). This choice is essentially a
colour extension of the greyscale model by Cottet and
Germain [11], and its smoothing directionw2 is identical
with the Chambolle and Sapiro-Ringach filters [6,9]. As
can be seen from Fig. 1(b), the reason for the limited

performance of this filter in the context of orientation
smoothing lies in highly fluctuating local orientation esti-
mates. The introduction of an additional integration scale
stabilizes these estimates and leads to a significantly
improved smoothing along coherent structures such as the
mandrill’s hair. This effect, depicted in Fig. 2(c–f), shows
that the integration scale is an important feature for the
success of any orientation diffusion scheme. It should be
equal to or larger than the texture scale. Overestimating it
is significantly less critical than underestimations.

Fig. 3 analyses the behaviour of coherence-enhancing

Table 1
Restoration properties of coherence-enhancing diffusion applied to the mandrill image with additive Gaussian noise with zero mean

SNR

4 2 1.0 0.5 0.25

hn 28.1 39.7 56.2 79.0 112.4
T 1.3 2.7 6.4 16.5 46.0
h2 (t ¼ 0) 3945.34 4730.24 6308.89 9384.54 15761.21
h2 (t ¼ T) 2990.08 2917.97 2807.48 2669.16 2502.25
d (t ¼ 0) 787.50 1571.88 3149.99 6224.20 12599.97
d (t ¼ T) 299.13 415.21 547.20 678.24 808.29
d(0)/d(T) 2.63 3.79 5.76 9.18 15.58

hn denotes the standard deviation of the noise, andh2 is the average image variance per channel.T is the optimal stopping time with respect to the
minimization ofd(t), the l 2 distance between~u(t) and the uncorrupted original image.

Table 2
Restoration properties of coherence-enhancing diffusion when applying the stopping time criterion instead of the optimal stopping time

SNR

4 2 1.0 0.5 0.25

hn 28.1 39.7 56.2 79.0 112.4
T 0.7 1.3 2.4 4.8 9.0
h2 (t ¼ 0) 3945.34 4730.24 6308.89 9384.54 15761.21
h2 (t ¼ T) 3155.85 3144.92 3143.47 3119.03 3145.70
d (t ¼ 0) 787.50 1571.88 3149.99 6224.20 12599.97
d (t ¼ T) 299.13 415.21 547.20 678.24 808.29
d(0)/d(T) 2.46 3.48 5.14 7.93 12.55

Fig. 4. Optimal stopping time vs. automatic stopping time. (a) Left: Optimal restoration of mandrill image with additive Gaussian noise (SNR¼ 1). (b) Right:
Restoration according to the stopping criterion (Eq. (24)).
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diffusion for noisy input images. The mandrill image has
been corrupted with additive Gaussian noise and the filtered
results were depicted at those times when thel 2 distance to
the uncorrupted mandrill image was minimal. The obser-
vable high robustness confirms the theoretically established
stability of a broad class of nonlinear diffusion filters under
perturbations of the original image [29]. Even for a SNR of

only 0.25 and a noise scale of onlyj ¼ 1 pixel, it is possible
to correctly restore many coherent structures which are
hardly visible for a human observer. Table 1 shows that in
this case coherence-enhancing diffusion was able to reduce
the l 2 distance to the original image by a factor 15.58.
Table 2 and Fig. 4 illustrate the denoising behaviour when
using the stopping criterion (Eq. (24)). We observe that the

Fig. 5. Scale-space evolution of a wood surface under different diffusion processes. Top: Original image,Q ¼ (0,256)2. Left column: Linear diffusion, top to
bottom:t ¼ 0, 2, 10, 50. Middle column: Isotropic nonlinear diffusion (l ¼ 10,j ¼ 1), t ¼ 0, 20, 200, 2000. Right column: Coherence-enhancing nonlinear
diffusion (C ¼ 17.6,j ¼ 1, r ¼ 5), t ¼ 0, 20, 200, 2000.
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improvements in thel 2 distance are not much worse than in
the optimal case.

After these discussions on the restoration properties of
coherence-enhancing diffusion, let us now have a look at
its scale-space qualities. Fig. 5 depicts the evolution of a
wood surface under three diffusion scale-spaces. The first
column shows the results when isotropic linear diffusion
with the unit matrix as diffusion tensor is applied. Since
this scale-space is designed to be uncommitted, it blurs all
features in a uniform way. In the middle column evolution
under nonlinear isotropic diffusion filtering can be seen.
This method is based on an extension of the techniques
from [30,31] to vector images; see [4] for more details. It
can be regarded as an edge-preserving smoothing where the

(scalar-valued) diffusivity is low wheneverSi l=ui,jl
2 is

large. It tends to preserve high contrasts, but it is ignorant
of the flow-like image character. The right column shows
the effect of coherence-enhancing anisotropic diffusion. We
observe that it gives a flow-like gradual simplification of the
original image. It is our belief that an evolution of this type
will be potentially useful for the automatic grading of wood
surfaces. This would be in accordance with the good results
of coherence-enhancing diffusion filtering for the grading of
scalar-valued nonwoven fabric images that were reported in
[3].

Other potential application fields where one might be
interested in processing coherent structures are sketched in
Figs 6 and 7. They describe problems from analysing

Fig. 6. Coherence-enhancing diffusion of a sonogramme. It is a local frequency analysis of the Danish wordhej. The horizontal axis is the time axis, the
vertical axis describes the logarithm of the frequency, and the colours display their intensities. One is interested in estimating the distance between the different
lines, and in interpolating such that sampling artefacts become smaller. (a) Left:Q ¼ (0,168)3 (0,192). (b) Right: Filtered (C ¼ 28.5 (99% quantile),j ¼ 1,
r ¼ 10, t ¼ 50).

Fig. 7. Coherence-enhancing colour diffusion for simplifying medical images. This is of potential interest for easing their automatic evaluation by subsequent
image processing methods. (a) Left: Light microscopy image of a columnar epithelium of the gall bladder,Q ¼ (0,125)3 (0,212). (b) Middle: Filtered (j ¼ 1,
r ¼ 30, C ¼ 1, t ¼ 30). (c) Ditto with t ¼ 100.
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sonogrammes and medical images from light microscopy,
respectively.

Since coherence-enhancing anisotropic colour diffusion
seems to create optically pleasant structures, it is tempting
to apply it to van Gogh paintings which emphasize such
coherent structures. Thus, in a last example the temporal
evolution of the ‘Starry Night’ painting is shown in Fig. 8
[36]. While the image becomes gradually simpler, its flow-
like character, which is typical for many van Gogh
paintings, is maintained for a very long time. The
coherence-enhancing effect even creates full moon.

6. Conclusions

In this paper a filter for enhancing coherent structures in
vector-valued images has been presented. It is based on two
ideas: a generalized structure tensor for vector images, and
anisotropic nonlinear diffusion filtering with a diffusion ten-
sor. We have shown that its main distinction from other
colour diffusion models lies in an additional integration
scale which gives a semilocal average over the preferred

orientation. This integration leads to significantly improved
smoothing orientations, which is of importance for the
enhancement of one-dimensional structures. We have
clarified the role of the necessary parameters and proposed
heuristics for their selection. Examples have been presented
which show that coherence-enhancing colour diffusion is
very robust under noise and of potential interest in various
application areas.
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